
 

Chapter 3 

    Literature Review 
 

3.1  Firewalls / packet filters 

Firewall is a network device (hardware or software) used to filter traffic. A firewall is 

typically deployed between a private network and a link to the Internet, but it can be 

deployed between departments within an organization. Firewalls filter traffic based 

on a defined set of rules. Firewalls can be categorized in to two main parts: - Static 

packet-filtering (Stateless) and Stateful packet-filtering. 

 

A static packet-filtering firewall filters traffic by examining data from a message 

header. Usually, the rules are concerned with source, destination, and port addresses. 

Static filtering is unable to provide user authentication or to tell whether a packet 

originated from inside or outside the private network and it is easily fooled with 

spoofed packets. 

 

Stateful inspection firewalls evaluate the state or the context of network traffic by 

examining the source and destination addresses, source of origin, and the relationship 

between current packets with the previous packets of the same session. 

 

3.2 Packet filtering Architecture on the Linux kernel 

In recent versions of the Linux kernel a new protocol family has been introduced, 

named PF_PACKET. This family allows an application to send and receive packets 

dealing directly with the network card driver, thus avoiding the usual protocol stack-

handling (e.g., IP/TCP or IP/UDP processing). That is, any packet sent through the 

socket will be directly passed to the Ethernet interface, and any packet received 

through the interface will be directly passed to the application. 

The PF_PACKET family supports two slightly different socket types, 

SOCK_DGRAM and SOCK_RAW. The former leaves to the kernel, the burden of 



adding and removing Ethernet level headers. The latter gives the application complete 

control over the Ethernet header. The protocol field in the socket() call must match 

one of the Ethernet IDs defined in /usr/include/linux/if_ether.h, which represents the 

registered protocols that can be shipped in an Ethernet frame.[3] 

The PF_PACKET family allows an application to retrieve data packets as they are 

received at the network card level, but still does not allow it to read packets that are 

not addressed to its host. Protocol-processing routines are run shortly after the 

network card reception interrupt has been served. The filter decides which packets 

shall be relayed to the application and which ones should be discarded. 

 

 

 

 

 

 

 

 

 

Figure 3-1: Packet Processing Chain[3] 

 

The packet-filtering engine is actually implemented as a state machine running a user-

defined program. 

       

3.3  IPTABLES &  Netfilter architecture 

Iptables is the name of the user space tool by which administrators create rules 

for the packet filtering and NAT modules. Technically iptables is merely the tool 

which controls the packet filtering and NAT components within the kernel, the name 

iptables is often used to refer to the entire infrastructure, including netfilter, 

connection tracking and NAT, as well as the tool itself. iptables is a standard 

part of all modern Linux distributions [4] 



 

iptables is based on netfilter framework. Netfilter is a framework that provides a 

set of hooks within the Linux kernel for intercepting and manipulating network 

packets. The best-known component on top of netfilter is the firewall which filters 

packets, but the hooks are also used by other components which perform network 

address translation, stateful tracking and packet enqueueing to userspace. The name 

Netfilter also refers to the name of the project that provides a set of firewalling tools 

for Linux. These components are usually Loadable Kernel Modules, and the project 

also offers a set of userspace tools and libraries.[4] 

 

Netfilter packet filtering subsystem [5] in the Linux kernel stack has been there since 

kernel 2.4.x. Netfilter's core consists of five hook functions declared in 

linux/netfilter_ipv4.h. Although these functions are for IPv4, they aren't much 

different from those used in the IPv6 counterpart. The hooks are used to analyze 

packets in various locations on the network stack. This situation is depicted below: 
 [INPUT]--->[1]--->[ROUTE]--->[3]--->[4]--->[OUTPUT] 
                       |            ^ 
                       |            | 
                       |         [ROUTE] 
                       v            | 
                      [2]          [5] 
                       |            ^ 
                       |            | 
                       v            | 
                    [INPUT*]    [OUTPUT*] 
 
[1]  NF_IP_PRE_ROUTING 
[2]  NF_IP_LOCAL_IN 
[3]  NF_IP_FORWARD 
[4]  NF_IP_POST_ROUTING 
[5]  NF_IP_LOCAL_OUT 
[*]  Network Stack        

 

Figure 3-2 – hooks to analyze packets on the network stack [6] 

 

NF_IP_PRE_ROUTING is called right after the packet has been received. 

NF_IP_LOCAL_IN is used for packets that are destined for the network stack and thus 

has not been forwarded. NF_IP_FORWARD is for packets not addressed to the host itself 

but that should be forwarded. NF_IP_POST_ROUTING is for packets that have been 



routed and are ready to leave, and NF_IP_LOCAL_OUT is for packets sent out from the  

network stack[6] 

• NF_ACCEP  : accept the packet (continue network stack trip) 
• NF_DROP: drop the packet (don't continue trip) 
• NF_REPEAT : repeat the hook function 
• NF_STOLEN: hook steals the packet (don't continue trip) 
• NF_QUEUE : queue the packet to user space 

 

3.4 IPTABLES facility 

Iptables facility has six main chains which are grouped into three tables. [21] 

• Filter 

• Nat 

• Mangle 

 

3.4.1 The Filter table 

Filter table consists of FORWARD, INPUT, OUTPUT. FORWARD chain exists 

to test packets being forwarded from one network interface to another. I 

iptables INPUT chain is used only for packets sent to the firewall host. 

Similarly, the iptables OUTPUT chain is used only for packets sent by the 

firewall host. 

 

3.4.2 The NAT table 

The NAT table performs network address translation operations including 

destination NAT, source NAT, and masquerading. The NAT table consists of two 

chains.[21] 

• Prerouting  
• Postrouting 

   

The prerouting chain performs destination NAT operations, and the postrouting 

chain performs source NAT and masquerade operations. 

 



SNAT modifies the source IP address of packets, where as DNAT modifies the 

destination address. 

 

DNAT is performed in the PREROUTING chain of the NAT table and SNAT is 

performed in the POSTROUTING chain of the NAT table. 

 

IP masquerading often call simply masquerading, is a simplified form of SNAT in 

which packets receive the IP address of the output interface as their source 

address. [7] 

 

 

3.4.3 The Mangle table 

The mangle table enables you to modify either or both of two packet fields. Type 

of service and time to live. In addition, it enables you to mark packets so that they 

can be recognized by subsequent firewall rules. The mangle table includes only 

prerouting chain. 

        

3.5 Connection tracking 

Connection tracking refers to the ability to maintain state information about a 

connection in memory tables, such as source and destination ip address and port 

number pairs (known as socket pairs), protocol types, connection state and timeouts 

[2].  iptables defines four possible connection tracking arguments.[8]  

• NEW – indicates that the packet is associated with a connection that has not 

yet seen a two way exchange of packets. 

• ESTABLISHED – indicates that the packet is associated with a connection 

that has seen a two way exchange of packets. 

• RELATED – indicates that the packet is associated with a new connection that 

is related to an established connection. 

• INAVLID – indicates that the packet is associated with a connection that has a 

problem, such as malformed packet or packet header. 

 



3.6 IPTABLES Rules 

Iptables      –A      INPUT         –i    eth0    –s    10.0.0.0/8    –j DROP 

 

 

Command         Rule                Packet characteristics          Rule action 

Name          operation   

 

iptables lets you specify the following packet characteristics related to the ip 

packet header. 

Protocol, source ipaddress, Destination ipaddress, Input interface, output interface 

etc. In addition user can specify the following characteristics of the indicated packet 

types. 

• TCP datagrams – source port , destination port , SYN and other TCP flags  

• UDP datagram – source port, destination port 

• ICMP messages – ICMP type and code 

iptables targets are invoked via the –j flag. ( ACCEPT, DROP, REJECT, LOG ). 

In addition iptables provide targets that support network address translation . 

(DNAT,MASQ,REDIRECT,SNAT). iptables also includes several targets that 

are not commonly used. (MARK,MIRROR,QUEUE,TOS,TTL) 

 

3.7 Network level attacks and IPTABLE configuration 

Author has considered four types of commonly used network level attacks in his 

firewall rule generation engine. 

• Denial of Service attacks 

• Ping of death attack 

• Syn-Flood attack 

• Port scanner attack. 

 

3.7.1 Denial of Service attack 



A denial of service attack (DOS) is an attack through which a person can render a 

system unusable, or significantly slow down the system for legitimate users by 

overloading the resources, so that no one can access it.[2] 

 

Denial of Service (DoS) is an attack designed to render a computer or network 

incapable of providing normal services. The most common DoS attacks will target 

the computer's network bandwidth or connectivity. Bandwidth attacks flood the 

network with such a high volume of traffic that all available network resources 

are consumed and legitimate user requests cannot get through.  

 

Connectivity attacks flood a computer with such a high volume of connection 

requests, that all available operating system resources are consumed and the 

computer can no longer process legitimate user requests. 

                                                                                                                 

3.7.2 Ping of Death   

An attacker sends a large ping packet to the victim's machine. Most OS do not 

know what to do with a packet that is larger than the maximum size, it causes the 

OS to hang or crash. 

Ping of death is a denial of service (DoS) attack caused by an attacker purposely 

sending an IP packet larger than the 65,536 bytes allowed by the IP protocol. One 

of the features of TCP/IP is fragmentation. It allows a single IP packet to be 

broken down into smaller segments. In 1996, attackers took advantage of that 

feature when they found that a packet broken down into fragments could add up 

to more than the allowed 65,536 bytes.[2] 

3.7.3 SYN flood attack 

SYN attack floods a targeted system with a series of SYN packets [2]. Each 

packet causes the targeted system to issue a SYN-ACK response, while the 

targeted system waits for the ACK that follows the SYN-ACK, it queues up all 

outstanding SYN-ACK responses on what is known as a backlog queue. SYN-



ACKs are moved of the queue only when an ACK comes back or when an 

internal timer (which is set at relatively long intervals) terminates the TCP three-

way handshake. Once the queue is full, the system will ignore all incoming SYN 

requests, making the system unavailable for legitimate users. 

3.7.4 Port scanning attack 

Port Scan attack refers to scan TCP/UDP ports to discover the services they can 

break into. All machines connected to a LAN or connected to Internet via a 

modem run many services that listen at well-known and not so well-known ports. 

By port scanning the attacker finds which ports are available. Essentially, a port 

scan consists of sending a message to each port, one at a  

time. The kind of response received indicates whether the port is used and can 

therefore be probed further for weakness. [9] 

 

iptables RATE limit configuration is used to limit the number of times a rule 

is matched in a given period. Doing so is useful in identifying and blocking 

packets that constitutes a denial of service attack. Limits are specified using the –

m limit extension. Two related flags are supported. –limit and –limit-burst. 

 

For example, to specify that a rule matches packets up to an average rate of five 

packets per second. 

 

-m limit –limit  5/second 

 

Up to the specified rate limit, the associated rule matches packets normally. 

However after the rate is exceeded, the rule ceases to match packets until enough 

time elapses to return the average rate to a value below the specified limit. The –

limit-burst flag allows a burst of packets to be matched before the rate limiting 

specified by –limit is applied. If the –limit-burst flag is not specified, a default 

value of five is assumed. 

 



Ex:  The following specifier allows ten packets to be matched, thereafter; packets 

are limited to an average rate of 5 per minute. 

-m limit  --limit-burst 10  --limit 5/minute 

  

3.8 Kannel SMS gateway architecture 

 

SMS gateways allow for the sending and receiving of SMS messages to or from 

devices and used to provide SMS network connectivity to third parties. There are lots 

of commercial gateways available. Author has selected the kannel open source 

gateway  as a third party module for his implementation. 

 

Kannel is an open source WAP gateway. It attempts to provide this essential part of 

the WAP infrastructure freely to everyone so that the market potential for WAP  

services, both from wireless operators and specialized service providers, will be 

realized as efficiently as possible. [11] 

 

Kannel also works as an SMS gateway for GSM networks. Almost all GSM phones 

can send and receive SMS messages, so this is a way to serve many more clients than 

just those using a new WAP phone. [11] 

 

SMS, short message services, are widely used all over the world in huge amounts. 

The main use for Kannel is to link HTTP based services to various SMS centers using 

obscure protocols. 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

            Figure 3-3 Kannel System Architecture  

 

Division of duties to processes:  

• The bearerbox implements the bearer level of Wireless Application 

Protocol (the Wireless Datagram Protocol layer - WDP). 

• The smsbox implements the rest of SMS gateway functionality. 

• The wapbox implements the rest of the WAP stack, ie. everything above 

the WDP layer. 

 

3.8.1 SMS protocol 

Client logs into the SMS center, when an SMS message from a phone arrives, the 

SMS center sends it. The client is expected to acknowledge it when the client 

wants to send an SMS message, it sends a request, and the SMS center 

acknowledges it. When the client is done, it logs out.[11] 

 

SMS-service configurations 

Now that you have an SMS center connection to send and receive SMS messages 

you need to define services for incoming messages. This is done via 'sms-service' 

configuration groups. 

 



These groups define SMS services in the smsbox, so they are only used by the 

smsbox. Each service is recognized from the first word in an SMS message and 

by the number of arguments accepted by the service configuration  

 

The simplest service group looks like this:  

group = sms-service 

keyword = www 

get-url = "http://%S" 

 

This service grabs any SMS with two words and 'www' as the first word, and then 

does an HTTP request to an URL which is taken from the rest of the message. 

Any result is sent back to the phone (or requester), but is truncated to the 160 

characters that will fit into an SMS message naturally. 

 

Service group default has a special meaning: if the incoming message is not 

routed to any other service, default 'sms-service' group is used. You should 

always define default service.[11] 

 

 

 

 

 

 

 

 

 

 Figure 3-4 Mobile SMS request [11] 

 

 

 

 



 

3.9  Linux HA architecture 

 

Linux-HA is an open source project to provide flexible a High Availability 

framework. Its core component is Heartbeat [offsite] which implements a heartbeat-

protocol. That is, messages are sent at regular intervals between machines and if a 

message is not received from a particular machine then the machine is assumed to 

have failed and some form of evasive action is taken. Heartbeat can send heartbeat 

messages over both serial links and Ethernet interfaces.  

 

When heartbeat is configured, a master node is selected. When heartbeat starts up this 

node sets up an interface for a virtual IP address that will be accessed by external end 

users. If this node fails then another node in the heartbeat cluster will start up an 

interface for this IP address and use gratuitous ARP to ensure that all traffic bound for 

this address is received by this machine. This method of fail-over is called IP Address 

takeover. Unless the auto_failback directive is set to off in the ha.cf file, once the 

master node becomes available again resources will fail-over again so they are once 

again owned by the master node. [19] 

 

If a machine, or service running on a machine, becomes unavailable, it is often useful 

to substitute another machine. The substitute machine is often referred to as a hot 

stand-by. In the simplest case, IP address takeover involves two machines, each with 

their own IP address that, are used for administrative access. In addition, there is a 

virtual IP address that is accessed by end-users. The virtual IP address will be 

assigned to one of the servers, the master. 

 

 



 
 Figure 3-5 Heartbeat protocol between two nodes  

 

Heartbeat is the first piece of software which was written for the Linux-HA project. It 

performs death-of-node detection, communications and cluster management in one 

process.[12] 

 

 

3.10 Mysql High Availability Clustering  

 

The MySQL replication feature allows the database on one server to be precisely 

duplicated on one or more of the other servers. This capability is enabled through an 

asynchronous master-slave relationship. Each slave server starts out with an exact 

copy of the data held on the master server. The master server publishes a binary log to 

the slave servers of all changes made to the data in the database. The slave servers 

read changes to the binary logs that have occurred since the last successful 

update.[20] 

 



In this way, the slave servers are able to update their copies of the database. All 

changes to the database must be made to the master server, but clients may access 

data for reading through either the master server or any slave server. 

 

This replication scheme offers two key advantages. First, backing up the database is 

easier and safer. A slave server can be taken offline, and all its data can be backed up 

without impacting the overall operation of the live database. During backup, the 

master server and any other slave servers continue responding to queries 

uninterrupted. When the backup is complete, the backed-up slave server is brought up 

to date with any changes that have occurred during the backup, and then the slave 

server is returned to normal operation. 
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Figure 3-6 Mysql Data synchronization  

 

The second advantage of replication is improved read performance. You can scale out 

the MySQL server in response to higher loads using this type of one-way replication. 

Splitting the load for processing client queries between the master server and slave 

servers provide better response time for clients. The select queries that read data are 

sent to the slave server to reduce the query processing load of the master server. 

Commands that modify data are still sent to the master server to ensure that the 

master server and slave servers do not get out of sync. This load-balancing strategy is 

effective in situations where read-only queries dominate. Additional slave servers can 

be added as needed to meet an increase in demand. 

 

 


